Web Mining in Search Engines

Ricardo Baeza-Yates

Center for Web Research
Department of Computer Science
Universidad de Chile
Blanco Encalada 2120, Santiago, Chile
Email: rbaeza@dcc.uchile.cl

Abstract

Given the rate of growth of the Web, scalability of search engines is a key issue, as the amount of hardware and network resources needed is large, and expensive. In addition, search engines are popular tools, so they have heavy constraints on query answer time. So, the efficient use of resources can improve both scalability and answer time. One tool to achieve these goals is Web mining. Web mining has three branches: link mining, usage mining, and content mining. One important analysis in all these cases is the dynamic behavior. Here we give examples of link and usage mining related to search engines, as well as the related Web dynamics.

Keywords: Web usage mining, link analysis, Web dynamics, search engines.

Summary

Our main goal is to show how valuable is to perform log query mining, by presenting several different applications of this idea combined with standard link (Chakrabarti 2002) and Web dynamics (Levene et al. 2003). Although past research has focused in technical aspects of search engines, analyzing queries has a broader impact in Web search and design in two different aspects: Web findability and information scent. Web findability or ubiquity is a measure of how easy to find a Web site is, where search engines are the main access tools. To improve findability there are several techniques, and one of them is to use query log analysis of Web site search to include on the Web text the most used query words. Information scent (Pirolli 1997) is how good it is a word with respect of words with the same semantics. For example, polysemic words (words with multiple meanings) may have less information scent.

We first present several Web characteristics, including the Web structure (Broder et al. 2000), and its relations (Baeza-Yates et al. 2001), and then the following applications:

- Queries to a search engine follow a power-law distribution, which is far from uniform. Using this query distribution, we present an inverted file organization that has three levels: precomputed answers, main, and secondary memory indexes. We show that by using half the index in main memory we can answer 80% of the queries, and that using a small number of precomputed answers we can improve the query answer time on at least 7% (Baeza-Yates et al. 2003).
- Second, we present an algorithm that uses queries and clicks to improve ranking (Zhang et al. 2002), which captures semantic relations of queries and Web pages. We include our own experiments and conclusions (Baeza-Yates et al. 2004). Queries to a search engine follow a power-law distribution, which is far from uniform.
- We end with the study of quantitative measures of the relation between the dynamics of the Web, its structure, and the quality of Web pages. Quality is studied using different link-based metrics considering their relationship with the structure of the Web and the last modification time of a page. We show that, as expected, Pagerank (Page et al. 1999) is biased against new pages, and we obtain information on how recency is related with Web structure (Baeza-Yates et al. 2002) and its evolution (Baeza-Yates et al. 2003), as well as other link based ranking measures such as authorities and hubs (Kleinberg 1998).

References


